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In one sentence:
OSKAR is a self-supervised multimodal foundation model that 
learns in the latent space.
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Predicting the latent features results in superior downstream 
performance compared to predicting in the pixel space.

mohamed.abdelfattah@epfl.ch
† corresponding author

Two people, [age, appearance], 
on a white couch. The young 
man gestures; the older one 
writes. [setting details], 
[atmosphere/decor].

[setting], two men and a 
woman on a rustic dock. One 
in black, one in white suit; she 
wears a light blue dress. 
[atmosphere].

Three lab workers in 
blue—young man at a 
computer, woman 
assisting, middle-aged 
man with equipment

On a rooftop in [setting], a 
dark-haired man in a striped 
sweater inspects two tall 
[objects]. [Background] shows 
[objects].
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Action Recognition Feature visualization
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Method Resolution GFLOPs Acc.
Small Models (<80M parameters)
VideoMAE-S 16×224² 57 79.0
SlowFast+NL 80×224² 234 79.8
MViTv1-B 32×224² 170 80.2
OSKAR-S 16×224² 57 80.5
Medium Models (80–150M parameters)
OmniMAE-B 16×224² 180 80.6
TimeSformer-B 96×224² 2380 80.7
BEVT-B 32×224² 282 81.1
ST-MAE-B 16×224² 180 81.3
VideoMAE-B 16×224² 180 81.5
OSKAR-B 16×224² 180 82.0
Large Models (150–700M parameters)
VideoSwin-L 32×224² 604 83.1
OmniMAE-L 16×224² 597 84.0
VideoMAE-L 16×224² 597 85.2
V-JEPA-L 16×224² 597 85.6
OSKAR-L 16×224² 596 86.1
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1) Pretraining Stage

2) Downstream Tasks
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Action Recognition Action Localization Text-Video Retrieval Video QA

Action:
Running

Action:
Play Tennis

Question: how many guys 
perform a song together?

Answer: Three

Caption: a man throws an 
American football at an 
aiming board


